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Data Intensive QA

LLM reasoning with local data storage



Data Intensive QA

LLM reasoning with the support of local data storage

Towards LLM limitations
Changes & data freshness
Data privacy & intellectual property
Explanation
Domain knowledge
Costs from huge LLM size
Hallucination



Data Intensive QA

——— Documents

CWQ (2017), SQUAD (2018),
NaturalQuestion (2019), ...

Workshop on Large Language Models for Knowledge Engineering
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Data Intensive QA

—— Documents

CWQ (2017), SQUAD (2018),
Data Lakes NaturalQuestion (2019), ...

(Tabular Data, Documents)

Table QA: WikiTableQuestion (2015)
Table + Text QA: HybridQA (2020), FinQA (2021)

Min, Dehai, et al. "Exploring the Impact of Table-to-
text Methods on Augmenting LLM-based Question
Answering with Domain Hybrid Data." NAACL 2024
(Industry Track)

Workshop on Large Language Models for Knowledge Engineering

1/10/2024
31/10/20 (University of Stuttgart)



Benchmarking Table-to-Text in LLM-based QA

* Real-World Data Consists of Hybrid Data (Text and Tables)

Common in : Scientific Literature , Medical Reports, etc.

Tables alongside text provide :

o Supplementary or complementary information

o Enhancing the understanding of the content

Domain Documents

* Enhancing LLMs in Domain-Specific Question Answering

» Domain-Specific Fine-Tuning (DSFT)
(:> Both rely on domain-specific corpus
» Retrieval-Augmented Generation (RAG)

Workshop on Large Language Models for Knowledge Engineering
31/10/2024 (University of Stuttgart)



Table-to-Text Generation

* Generates natural language statements that faithfully describe the information in the

provided table

* Transforms hybrid data into a unified natural language representation

e Preserves the semantic connections between the data

Frenquency Band Channel Bandwidth Peak Data Rate

6 GHz
5 GHz
2.4 GHz

31/10/2024

320 MHz
160 MHz
40 MHz

+

1153 Gbps

5.765 Gbps — 4>

1.376 Gbps
Table-to-Text
Generation

Workshop on Large Language Models for Knowledge Engineering

(University of Stuttgart)

The 6 GHz band offers a channel bandwidth
of 320 MHz. It can reach a peak data rate
of 11.53 Gbps (gigabits per second). The 5
GHz band has a channel bandwidth of 160
MHz. Tts peak data rate is 5.765 Gbps ...



Research Gap

* The lack of comparative analysis on how different table-to-text methods affect

the performance of domain-specific QA systems.

Address this research gap:
* Step 1: Innovatively integrates table-to-text generation into the LLM-based Domain QA
framework

e Step 2: Conducts extensive experiments with different table-to-text methods on two types

of QA systems

Workshop on Large Language Models for Knowledge Engineering

1/10/2024
31/10/20 (University of Stuttgart)



Building Domain Corpora with Table-to-text

/)
i
Domain
Documents

Frenquency Band Channel Bandwidth Peak Data Rate

6 GHz
5 GHz
2.4 GHz

AirEngine 8771-X1T is an indoor access
point (AP) in compliance with Wi-Fi 7
It can simultaneously provide services
on 24 GHz, 5 GHz, and 6 GHz
frequency bands, achieving a device
rate of up to 18.67 Gbps. ...

Text

320 MHz 11.53 Gbps
160 MHz 5.765 Gbps
40 MHz 1.376 Gbps
Tables

Merge Text

Four Different
Domain Corpora

»

Y8 Markdown

@ LLM-based

I. Markdown \
| Frequency Band| Channel Bandwidth I Peak Data Rate
|

| 6 GHz | 320 MHz | 11.53 Gbps

| 5 6Hz | 160 MHz | 5.765 Gbps
| 2.4 GHz | 40 MHz | 1.376 Gbps
II1. Template

The frequency band 66Hz has the channel bandwidth
320Mhz, and the peak data rate 11.53 Gbps. The
frequency band 5GHz has the channel bandwidth
160Mhz, the peak data rate 5.765 Gbps ......

II1. MVP Model

The frequency band 66Hz has a bandwidth of 320
MHz and, the peak data rate is 11.53 Gbps. The 5
GHz band has a bandwidth of 160 MHz, and can reach
the peak data rate 5.765 Gbps ......

IV. ChatGPT

The 6 6Hz band offers a channel bandwidth of 320
MHz. It can reach a peak data rate of 11.53 Gbps
(gigabits per second). The 5 GHz band has a channel
bandwidth of 160 MHz. Its peak data rate is 5.765
Gbps ...

Four Different Table-to-Text Generation Methods

o TPLM-based method: fine-tuning Traditional Pre-trained Language Models (TPLMs), suck as BART.

o LLM-based method: utilize LLMs in a in-context learning setting.

31/10/2024

Workshop on Large Language Models for Knowledge Engineering
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Building LLM-based QA Systems with Domain

Corpora

System1 - DSFT:
o Step 1: Incrementally pre-train the LLM

on the domain corpus

o Step 2: Instruction tuning on the QA task
System 2 — RAG:

o LangChain framework

o Dense Passage Retriever (DPR) method

for information retrieval

0
Offline F-b Q—

Domain Corpus Domain QA Instructions

ﬁ LLM l’ Pr‘e trained - ‘Dormain- specific
vifv Domam LLM AV T QA LLM

Online O )
& Domain- specific E
B & — o™ —

Question Answer

(a) Domain-Specific Fine-Tuning QA system

Online Domain _____ DD Relevant
( Corpus DD Information

Quesﬂon LLM Answer

(b) Retrieval-Augmented Generation QA system

Workshop on Large Language Models for Knowledge Engineering
1/10/2024 1
31/10/20 (University of Stuttgart) 0



Dataset

ICT-DATA:
o Real-world industry hybrid dataset
o Based on 170 technical documents related to ICT (Information and Communication
Technology) products

o 178 million words, 6GB text storage size

o Table data accounts for about 18% of the total word count

ICTQA:

o 9k questions with long-form answers

o Test set: 500 questions, whose answers involve knowledge from both tables and text.

Workshop on Large Language Models for Knowledge Engineering

1/10/202
31/10/2024 (University of Stuttgart)



Evaluation Metrics

Automated Evaluation:
o GPT-4 as an evaluator
o In-context learning: one demonstration
o Range:0to 5, discrete values. larger denotes better

o Based on helpfulness and similarity to the golden answer

Human Evaluation:

o 3 evaluators with domain knowledge

o Same scoring criteria with GPT-4

Workshop on Large Language Models for Knowledge Engineering

1/10/2024
31/10/20 (University of Stuttgart)
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Experiment Settings

DSFT Paradigm:
o Meta's OPT (1.3B to 13B)
o Llama2-base (7B, 13B)

o QLoRA for pre-training and instruction fine-tuning

RAG Paradigm:
o Llama2-chat (7B, 13B, and 70B)

GPT-3.5-turb i i
O urbo Fair Comparison: the same

o BGE model for DPR embedding setting on four different corpora
o Top-3 relevant text chunks based on similarity (table-to-text generation
methods).
Workshop on Large Language Models for Knowledge Engineering 13
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Results and Analysis

Metrics Table-to-Text Domain-Specific Fine-Tuning Retrieval-Augmented Generation

Method OPT-1.3B OPT-2.7B OPT-6.7B OPT-13B Llama2-7B Llama2-13B | GPT-3.5-turbo Llama2-7B Llama2-13B Llama2-70B

Markdown 2.05 2.41 2.38 2.51 2.82 3.05 3.29 3.72 3.98 3.94

Human Template 2.04 2.40 2.26 247 2.82 3.04 3.36 3.44 3.96 3.76

Eval. TPLM-based 2:12 2.43 243 2.58 3.20 3.13 3.26 3.27 3.92 3.64

LLM-based 2.18 2.57 2.51 2.62 2.96 3.19 3.62 3.71 4.26 4.09

RSD(%) 2.80 3.40 5.00 3.00 7.60 3.00 7.20 9.00 6.80 9.00

Markdown 1.74 2.16 2.27 2.25 2.9 3.06 3.28 3.66 3.67 3.74

GPT-4 Template 1.81 2.22 2.39 2.34 2.84 3.08 3.27 3.06 3.38 3.37

Eval. TPLM-based 2.33 2.46 245 2.53 3.20 3.19 3.28 29 3.41 3.30

LLM-based 2.57 2.69 2.73 2.86 3.06 3.30 3.64 3.59 3.69 3.54

RSD(%) 16.60 10.60 9.20 12.20 10.00 4.80 7.40 15.20 6.20 8.80

Relative Score Differences (RSD): Performs well in DSFT paradigm:

e 2.8%1t09.0% in human evaluation * LLM-based method

*  4.8% to 16% in GPT4 evaluation * TPLM-based method
Performs well in RAG paradigm:

significantly impact the performance of systems e LLM-based method

* Markdown format (surprise!)

Workshop on Large Language Models for Knowledge Engineering
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(University of Stuttgart)
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Results and Analysis

RQ: What are the potential reasons for their different performances?

In DSFT Paradigm:

Freq (k) | C1- Markdown (5 Template C5- TPLM-based (- LLM-based
Term 821 1040 2358 2254
Verbs 313 315 682 1207

Absolute frequency of verbs and terms contained in the corpora C; generated by different methods.

higher frequency of domain-specific terms and verbs leads to better system performance.

* *LM-based methods tend to supplement the domain entities as subjects/objects.
e Template methods use more pronouns, and monotonous predicates.

* Markdown format only retains the original content in the tables.

Workshop on Large Language Models for Knowledge Engineering

1/10/2024
31/10/20 (University of Stuttgart)



Results and Analysis

RQ: What are the potential reasons for their different performances?

Markdown Chunks
LLM-basd Chunks
Template Chunks
e TPLM-based Chunks
* Query

Under the same LLM reader setup:

Semantic representations quality
D .:..o%.':'. ¢ ° . O

Retrieval accuracy

RAG performance 0
A t-SNE visualization of chunk clusters in the embedding space.

Retrieval-friendly method: LLM-based Markdown format

31/10/2024 Workshop on Large Lang.uage. Models for Knowledge Engineering
(University of Stuttgart)
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Observations

Some practical suggestions for choosing table-to-text methods Ready-to-use tips

DSFT Paradigm:

o LLM-based method (Pros: best performance; Cons: GPU/API cost, Data leakage risks)

o TPLM-based(Can well-tuned on this task. A good alternative for LLM)

RAG Paradigm:

o LLM-based method

Freq (Avg.) | Markdown Template TPLM-based LLM-based

o best performance TextLen | 998 1259 1138 897

o Markdown format (viable substitute)

Less Memory Costs

v’ easy-to-use More Concise Text E::> Less GPU Costs
v GPU-Free
T 10)2004 Workshop on Large Language Models for Knowledge 17

Engineering (University of Stuttgart)



Data Intensive QA

Documents
Data Lakes

(Tabular Data, Documents)

Table QA: WikiTableQuestion (2015)
Table + Text QA: HybridQA (2020), FinQA (2021) ——— Knowledge Graphs (KGs)

WebQSP (2016), LC-QUAD (2017), GrailQA (2021), ...

Wu, Yike, et al. "CoTKR: Chain-of-Thought
Enhanced Knowledge Rewriting for Complex

Knowledge Graph Question Answering." EMNLP
2024.

Workshop on Large Language Models for Knowledge Engineering
1/10/2024 1
31/10/20 (University of Stuttgart) 8



KG-augmented LLM for QA

* KG QA with Retrieval-augmented Generation

* Challenge: transform question-related subgraphs into natural

language (knowledge rewriting) that LLMs can understand while
preserving the structural information

* This work: design a novel knowledge rewriting method for KGQA



Previous Knowledge Rewriting Methods

Triple

* Concatenate the subject, predicate, and object of a triple

* No need for additional models for knowledge rewriting

born_in

West Milford, New Jersey

wife

CE——
Steve Jobs

Powell Jobs

31/10/2024

—

[subject]

[relation}

(University of Stuttgart)

Workshop on Large Language Models for Knowledge Engineering

»
L

(Steve Jobs, found, Apple Inc.) (Steve Jobs,
born in, San Francisco) (Steve Jobs, wife,
Powell Jobs) (Powell Jobs, born_in, West
Milford, New Jersey)

20




Previous Knowledge Rewriting Methods

KG-to-Text

 Transform facts into free-form text with a KG-to-Text model

* Address the limitations of LLMs in understanding structured triple-form text

born_in

West Milford, New Jersey ]

P
o/

Apple Inc.

wife

< Steve Jobs

Powell Jobs

31/10/2024 Workshop on Large Lang.uage. Models for Knowledge Engineering
(University of Stuttgart)

\ 4

Steve Jobs, who was born in San Francisco,
founded Apple Inc. and was married to
Powell Jobs, who was born in West Milford,
New Jersey.

21




Previous Knowledge Rewriting Methods

Summary

* Convert triples into a question-relevant summary

* Alleviate the issue of redundant contextual knowledge

born_in

31/10/2024

West Milford,
wife
Powell Jobs |«

Question: Where was the wife of Steve Jobs born? f

New Jersey
RS Apple Inc.
N
O
Steve Jobs Lol San Francisco

|

—r

Summarize

Workshop on Large Language Models for Knowledge Engineering
(University of Stuttgart)

Steve Jobs' wife, Powell Jobs, was born in
West Milford, New Jersey.




Motivation

Question-Related Subgraph Retrieval

Knowledge Rewriting Methods

Question: Where did the founder of google go to college?

T
I
: Simple Linear Concatenation (Triple)
I

Redundant Information

(Google, founder, Larry Page) (Larry Page, spouse, Lucinda Southworth)

- [ Subject ] [ Relation ] [ Object J —| (Lucinda Southworth, born_on, May 24, 1979) (Larry Page, attend, 4
A0 | Subgraph University of Michigan) (Larry Page, attend, Stanford University) ... > <
5 | Retrieval [ R )
Triple-Form Text
CTTT TS TTTTTTT T TTTT KG-to-Text T TTTTTTTTmmmmmmmmmmmmmmmmm e T ]
I’ attend Stanford University Redundant Information
1 Google, founded by Larry Page and Sergey Brin, is headquartered at
| ’ |—:—> %ﬂ L —»| the Googleplex in Mountain View, California. Larry Page, who is married
T i 4o
" [Sergey — atten University of Maryland, College Pa rk] I to Lucinda Southworth (born on May 24, 1979) ... S <
I ! Free-Form Text A 4
 (Comy ) o e e I oo freemIe . e e
| k= Stanford University | | : Summary Redundant Information
| < d - . ' 1 2 N The founders of Google are Larry Page and Sergey Brin. Larry Page Meqiu.m Semantic C.oherence
| [ Google founder'l Larry Page attend | University of | | married to Lucinda Southworth. He attended the University of Michigan | Omission of Key Points
1 Michigan | question a—1 and Stanford University for his education. Sergey Brin attended
1 3 @ ! University of Maryland, College Park for his education. > <
1 g i ! d—®
" 5 § I 1 Question-Related Summary
c F ———————————————————————————————————————————————————————————————— —
1 9_1 : ! i Chain-of-Thought Enhanced Knowledge Rewriting (Ours)
1 S Lucinda | born_on | May 24, |1 | Comprehensive Summary
1 Southworth 1979 1 Reason: | need to know who the founders of Google are. Hiah Semantic Coherence
| ! ? -k & = Summarize: The founders of Google are Sergey Brin and Larry Page. 9
" 1 a— | =0 Reason: | need to know where Sergey Brin and Larry Page went to college.
locate in | | question B=—y = Summarize: Sergey Brin went to the University of Maryland, College "‘ “
! — [ Mountain View, California ] ! Park and Stanford University for college. Larry Page went to the
! ;] University of Michigan and Stanford University for college. =
\
——————————————————————— ! Chain-of-Thought Enhanced Summary
1
Workshop on Large Language Models for Knowledge Engineerin
31/10/2024 . 56 Lansuas S ¢ 23

(University of Stutt
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CoTKR: Chain-of-Thought Enhanced
Knowledge Rewriting

Our knowledge rewriter alternatively conducts reasoning and summarizing.

) @ Answer a: University of Maryland, College Park,

Question q: Where did the founder of google go to college? > University of Michigan and Stanford University.
‘ QA LLM
Retrieve o o e e e e e e e e e e e e P -
/ stion-Related Subgraph G’ I Chain-of-Thought Enhanced Summary X
i P I 9 Y |
I founder Larry Pa Stanford I I ¢ *) Reason x;,: I need to know who the founders of Google are. I
! y Fage University | I |
I attend [ Untvarsity of ichigm ] I ! ! Ny Summarize x,;: The founders of Google are Sergey Brin and Larry Page. :
—p ‘ *  — a —!
I . .
1 Reason x5 ,.: I need to know where Sergey Brin and Larry Page went to college.
I founder [ Sergey | attend (Um'versi‘ry of Maryland, I Knowledge o 2 gey Yy Pag g |
Brin L College Park I . I |
K l Rewriter R 5 Summarize x,,: Sergey Brin went to the University of Maryland. College Park and
nowledge I | 2.k S N |
I attend T Stanford University for college. Larry Page went to the University
Graph G \ { Stanford University ] | I of Michigan and Stanford University for college. |
_______________ e N o e o o e e e e o e e o o o o e e o o e o ow— w—w
31/10/2024 Workshop on Large Language Models for Knowledge Engineering 24
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Extending CoTKR with Training

e Stage 1: Supervised Learning with knowledge distilled from ChatGPT

Demonstration

@ (? Reference Knowledge Representation Generation

Question D<: ChatGPT Reference Knowledge Representation @
' il

C ) Relevant _!
C%;\(& Subgraph N @ b

Knowledge @ Supervised Fine-Tuning
Rewriter

Workshop on Large Language Models for Knowledge Engineering

31/10/2024 (University of Stuttgart)
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Extending CoTKR

* Stage 2: PAQAF:

Step 1: Candidate Knowledge Representation Sampling

Question [ 9
—> Knowledge Representation 1
Knowledge Representation 1
!
a ————> Knowledge Representation 2 Osim
.

Smallest

I e rJ

~ — Knowledge Representation M
k ) Relevant

) \{ Subgraph @ Similarity Calculation

Knowledge Representation 2

31/10/2024

“~—
@ g e s e e en mn mm Gn EE G S I I GED IR GED GED GED GED GED SN GED GED GED GEN GED D GED GED GED GED GED GER GED GED GED GEN GED GED GED N GED NS GED GER GE G G mm w8
Preference allgnment Step 2: Preference Annotation based on Question Answering Feedback £ -
~ (&6 \ J
* Knowledge Representation 1 = o
Question
from QueStlon @ @ [ Knowledge Representation 1 ]
[
Answering Feedback N 2, Amwerl gy ) =
Answer Quality Y m
@ Entities  Evaluation
. kgl [ Knowledge Representation 2 ]
Knowledge Representation 2 Q
Step 3: Data Augmentation based on ChatGPT
Question [Knowledge Representation 1 ] @ b o
Q) ———— Knowledge R tation 1
3 T Relevant i et & Sae nowledge Representation
‘(" Subgraph Entities ./ Augmentation
Step 4: Direct Preference Optimization
Question ! — Preferred Knowledge Representation
7 Relevant e ' =N
{ k 2 Dispreferred Knowledge Representation]
Workshop ?él( ) Knowledge o

Rewriter
Probability Decrease



Experiment Settings

 Benchmark

GrailQA, GraphQuestions

e Large Language Models
Knowledge Rewriter: Llama-2-7B-Chat, Llama-3-8B-Instruct, ChatGPT.

QA model: ChatGPT, Mistral-7B-Instruct-v0.3.



Experiment Settings
Retrieval Methods

2-Hop: Retain 30 triples from the 2-hop subgraph of the head entity, prioritizing
those with higher semantic similarity to the question.

BM25: Linearize the 1-hop subgraph of the entity as the article. We take the top
30 triples corresponding to the candidate documents as the retrieval results.

Ground Truth Subgraph (GS): We modify the SPARQL queries from the datasets

to obtain the ground truth subgraphs. These subgraphs represent the results of
an ideal retriever.



Experiment Settings

Evaluation Metrics

Accuracy (Acc) measures whether the generated answer includes at least one
correct answer entity.

Recall measures the proportion of correct entities present in the model's
response.

Exact Match (EM) evaluates whether the response contains all the answer entities.



GrailQA GraphQuestions
Ace Recall EM Acc Recall EM

ChatGPT as QA model

I\/I a | n Re S u |tS None N? Knowledge 28.91 22:81 ig;g gggz 2576 22.09

KR LLMs Methods

Triple 5776 49.67 03 46.65 41.63
““““ KG-to-Text ~ ~ ~5475 ~ 4735 ~ 3244~ ~ 74973 4000 ~ 3374
‘ Llama  Summary 58.14 5138  46.38 5294 4470  38.41
* CoTKR surpasses the baselines, CoTKR 58.64 5233  47.88 5136 4520  39.96
CoTKR+PA 59.25 5352  49.64 56.78  47.99  42.46
demonstrating its effectiveness. @ =~~~ 7 KG-to-Text ~ 5576 ~ 4841 ~ 4390~ ~ 5240 4506 3983 °
Llama.3  Summary 57.55  51.06  46.80 54.95 4686  40.75
CoTKR 58.33 5255  48.65 53.19 4723  43.17
CoTKR+PA 6151 56.08 52.67 56.37 4931 45.26
* CoTKR+PA matches or outperforms =~~~ "7 KG-to-Text ~ ~ ~5632 ~ 49005 ~ 3473 7~ 75353 T4539 T 4117
) ChatGPT  Summary 58.54  51.81  47.29 55.62 4893  44.97
ChatGPT as a knowledge rewriter, CoTKR 59.87 5319 49.02 5428 48.18  44.68
H H Mistral as QA model
demonstrating the effectiveness of None No Knowledge 29.44  23.13  20.30 3820 2692 2213
the training framework. T .___ Triple 5447 4778 4325 5132 4597 4167
KG-to-Text 4939 T 3291 ~ 384T 4439 ~3798 T 3282
Llama.y  Summary 54.10 4779 43.15 49.85 4233 36.45
CoTKR 56.75  51.10  46.71 50.19 4373  38.54
e A well-crafted knowledge CoTKR+PA 58.15 5298 49.13 55.07 47.02 4171
. ] o KG-to-Text 50.64 4432  40.13  ~ 49.06 43.04 3825
representation is crucial for LLM Llama.3  Summary 53.84 4771 4349 52.03 4430 3850
. CoTKR 5647 5133 47.36 52.65 4648 4221
used in KGQA. CoTKR+PA 5931 5413 50.24 5482 4776 43.09
________ KG-to-Text ~  51.04 4487 4097  49.14 43.04 3883
ChatGPT  Summary 54.44  48.16 4397 5228  47.10  43.30
CoTKR 5728 51.14  47.09 52.82 47.13 43.55

Workshop on Large Language Models for Knowledge Engineering

31/10/2024 (University of Stuttgart)
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Impact of Retrieval Methods

* 2-Hop: may be insufficient for challenging questions, but suitable for simpler ones.
* The design of a high-quality retriever remains an open problem.

* CoTKR performs best across various retrieval methods

GrailQA GraphQuestions
Accuracy 4 2-Hop = BM25 + GS Accuracy 4 2-Hop = BM25 + GS
100 100
90 90
80 80
70 70
60 I — 60
50 50 T
40 . . . . . 40 | T T T 1
Triple  KG-to-Text Summary  CoTKR  CoTKR+PA Triple  KG-to-Text Summary  CoTKR  CoTKR+PA

31/10/2024 Workshop on Large Lang.uage. Models for Knowledge Engineering 31
(University of Stuttgart)



Data Intensive QA

Data Lakes

(Tabular Data, Documents)

Table QA: WikiTableQuestion (2015)
Table + Text QA: HybridQA (2020), FinQA (2021)

Multi-modal data —
MultiModalQA (2021), ...

—— Documents

CWQ (2017), SQUAD (2018),
NaturalQuestion (2019), ...

——— Knowledge Graphs (KGs)

WebQSP (2016), LC-QUAD (2017), GrailQA (2021), ...

Workshop on Large Language Models for Knowledge Engineering

31/10/2024

(University of Stuttgart)
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Data Intensive QA

Data Lakes

(Tabular Data, Documents)

Table QA: WikiTableQuestion (2015)
Table + Text QA: HybridQA (2020), FinQA (2021)

Multi-modal data ——
MultiModalQA (2021), ...

31/10/2024

—— Documents

CWQ (2017), SQUAD (2018),
NaturalQuestion (2019), ...

——— Knowledge Graphs (KGs)

WebQSP (2016), LC-QUAD (2017), GrailQA (2021), ...

— Ontologies ?

Workshop on Large Language Models for Knowledge Engineering
(University of Stuttgart)
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Ontology in RAG (Open Questions)

* How to support knowledge retrieval with ontology embedding?

* How to combine ontologies with data lakes and/or KGs?

* Can we use ontology to manage and integrate the data sources and
snippets for RAG?

How to design and construct such an ontology from data?



Data Intensive QA

—— Documents

CWQ (2017), SQUAD (2018),
Data Lakes NaturalQuestion (2019), ...

(Tabular Data, Documents)

Table QA: WikiTableQuestion (2015)
Table + Text QA: HybridQA (2020), FinQA (2021) ——— Knowledge Graphs (KGs)

WebQSP (2016), LC-QUAD (2017), GrailQA (2021), ...

Multi-modal data ——
MultiModalQA (2021), ...

—— Ontologies ?

Hu, Nan, et al. "Benchmarking large language
Attribution models in complex question answering
attribution using knowledge graphs." 2024.

Workshop on Large Language Models for Knowledge Engineering

(University of Stuttgart) 32
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Attribution of QA

31/10/2024

Attribution Category

Examples

Supportive

Question: Who plays Fruma Sarah in Fiddler on the Roof?

Answer: Fruma Sarah is a character in the musical “Fiddler on the Roof’’, and Ruth Madoc
played the role [1].

Citations: [1] ... In 1971 Ruth Madoc played Fruma Sarah in the film version of the musical
“Fiddler on the Roof”, and in 1972 she appeared as ...

Partially Supportive

Question: Who plays Patrick in 10 Things I Hate About You?

Answer: actor Heath Ledger in the film 10 Things I Hate About You [1].
Citations: [1] 10 Things I Hate About You is a 1999 American teen romantic comedy-drama
film directed by Gil Junger and starring Heath Ledger, Julia Stiles, Joseph Gordon-Levitt, and
Larisa Oleynik. The screenplay, written by ...

Contradictory

Question: Who directed a George Pal’s production?

Answer: George Pal directed a production called Puppetoons [1].

Citations: [1] ... The Puppetoon Movie is a 1987 animated film written, produced, and
directed by Arnold Leibovit ...

Irrelevant

Question: Who played the weasley brothers in Harry Potter?
Answer:
[1].
Citations: [1] Chris Rankin plays of “Bugsy Malone”, “The Lion, The Witch and The
Wardrobe” and Harry Potter series ... he plays a brother of Harry Potter’s best friend, ...

Workshop on Large Language Models for Knowledge Engineering
(University of Stuttgart)
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Research Problem

* How to evaluate the attribution of QA systems?

Manul evaluator

Automatic evaluator

What is the reliability of an automatic evaluator?



Complex Attributed QA (CAQA) Benchmark

* Expect: each answer associated with a gold attribution of supportive, partially
supportive, contradictory, and irrelevant

* Input: a KGQA dataset (question annotated by SPARQL query)

5 Editing Strategies .

Logical Operations .

e : No change bosiihisg
conjunction (a) Random delete -
dlswnctlon (v) Change answer

KGQA Dataset Resample graph Questions
edlt Answers

W t
collect BaS|c Extended query ___) Subgraphs generate CAQA Data
—m Quenes extend Querles

.

I. Query Colletion Il. Query Extension lll. Structured Attribution Generation IV. Data Generation

Query types: Single-triple, path-like, tree-like

Workshop on Large Language Models for Knowledge Engineering

31/10/2024 (University of Stuttgart)
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1 ~ A { 7~ A ~~ A\ ™ |

Complex Atz

Examples

Reasoning Graphs

Question: Which radio program episode appears in All Things Considered?
Answer: The radio program episode in which All Things Considered ap-
pears is Remorse: The 14 Stories of Eric Morse [1].

Citations: [1] Remorse: The 14 Stories of Eric Morse is an episode of the
radio program All Things Considered....

@ Support

Question: Which university did Rick Scott attend?

Answer: Rick Scott attended the University of Missouri-Kansas City and
Southern Methodist University [1][2].

Citations: [1] Rick Scott graduated from the University of Mis-
souri-Kansas City ... [2] Rick Scott earned a juris doctor degree by
working his way through Southern Methodist University, ...

@ —(~

Question: The computer designer for Macintosh 128k and NeXT computer
was whom?

Answer: The computer designer for Macintosh 128k and NeXT computer
was Steve Jobs [1][2].

Citations: [1] The computer designer for Macintosh 128k was Jerry
Manock, who worked with Steve Jobs to develop the vertical body ...
[2] ...Several former Apple employees followed Jobs to NeXT, including
Joanna Hoffman, Bud Tribble, George Crow, Rich Page...

=()

Single
* Different
complexities in
. Union
reasoning
Intersection
Concatenation

Question: What are the official languages in the politician Mohammad
Najibullah’s country?

Answer: Pashto and Dari are the official languages in the politician Mo-
hammad Najibullah’s country. [1][2].

Citations: [1] Mohammad Najibullah was the president of Afghanistan
Jrom 1986 to 1992 ... [2] Afghanistan s a multilingual country, where
Pashto and Dari (a dialect of Persian) are the official languages with ...
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Complex Attributed QA (CAQA) Benchmark

* Query Expansion

Original Query [ Extended Query !’
Definitions Structures Examples Definitions Structures Examples
rn (€0, 70, 7a) --f"L
(¢0,70,70) S- V(er,ro,7a) V...V (em,ro0,7a) U
21y, 1,1, ? . " "
T i OO0 @
le0, 70, 701, .., TUn—1,Tn—1, 7q] P.
[eo, 70, V1, -+, TUp—1,Tn—1, al T ’“ 5
N(e1,Tn, 7a) ’ e N
/\?:—Ol(ei,’l"i, ?a), 7 ?é k T
< A ) ’ A ) ’ ? . e
N2 (et ) T (\ (T (o T )
A (esy i, 7a) A (€ny Ty 70) T.

'”-
rn
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Complex Attributed QA (CAQA) Benchmark

* GPT-3.5-turbo for text generation

e GrailQA & WebQuestionsSP Train  Test  Total

Classes

* Freebase 137,211 23,963 161,174

Sup. | 39,489 6,668 46,157
Ins. | 28,868 5,065 33,933

. Category
* CAQA: 161K samples | 32234 Ser  aoa

73,795 10,443 84,238
46,783 8,455 55,238
5,347 886 6,233
11,286 4,179 15,465

Complexity

~cOn

Workshop on Large Language Models for Knowledge
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Results

31/10/2024

Settings Evaluators (Size) Category | Complexity
Sup. Par.  Con. Irr.  Overall | S. C. L U.
LLaMA-2 (7B) 0423 0.121 0.057 0.170 0.279 | 0.286 0.249 0.282 0.260
LLaMA-2 (13B) 0418 0.164 0.161 0.125 0.279 | 0.314 0.270 0.303 0.253
LLaMA-3 (8B) 0467 0.120 0.072 0.007 0.296 | 0304 0.271 0.283 0.259
Mistral (7B) 0456 0.178 0.191 0.153 0.305 | 0315 0.281 0.294 0.265
Zero-Shot  Vicuna (7B) 0.513 0.100 0.064 0.199 0.327 | 0343 0.273 0.312 0.256
Vicuna (13B) 0.634 0.211 0.393 0.275 0405 | 0432 0314 0361 0.374
LLaMA-3 (70B) 0.746 0.104 0.653 0.592 0.525 | 0.645 0.279 0.305 0.578
GPT-3.5-turbo 0.583 0.017 0.598 0.512 0497 | 0555 0.321 0.363 0.363
GPT4 0.771 0.456 0.745 0473 0.630 | 0.685 0.451 0.514 0.616
LLaMA-2 (7B) 0.300 0.066 0.009 0.334 0.248 | 0.259 0.218 0.167 0.308
LLaMA-2 (13B) 0419 0.199 0.167 0.089 0.272 | 0.274 0.271 0.233 0.267
LLaMA-3 (8B) 0.573 0.202 0.234 0.156 0.336 | 0356 0.279 0310 0.294
Mistral (7B) 0412 0.152 0.041 0415 0.349 | 0339 0.278 0.300 0.271
Few-Shot  Vicuna (7B) 0.578 0.183 0.081 0.324 0.325 | 0.337 0.272 0.354 0.311
Vicuna (13B) 0.633 0.208 0.383 0.288 0.403 | 0427 0315 0.397 0.374
LLaMA-3 (70B) 0.741 0.182 0.608 0.584 0.521 | 0.628 0.295 0.314 0.563
GPT-3.5-turbo 0.602 0.031 0.340 0.604 0.467 | 0.512 0.324 0.384 0.368
GPT4 0.794 0.520 0.728 0.653 0.680 | 0.745 0.492 0.473 0.559
LLaMA-2 (7B) 0922 0.897 0944 0933 0.926 | 0923 0.815 0.931 0.921
LLaMA-2 (13B) 0929 0.907 0938 0923 0925 | 0954 0.824 0.936 0.939
Fine-Tuing LLaMA-3 (8B) 0935 0901 0935 0928 0926 | 0935 0.820 0.930 0.924
Mistral (7B) 0.927 0.908 0944 0.849 0.882 | 0.935 0.831 0.921 0.905
Vicuna (7B) 0937 0.907 0940 0906 0932 | 0.956 0.823 0.936 0.939
Vicuna (13B) 0942 0.923 0939 0923 0933 | 0950 0.847 0.935 0.940
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summary

—— Documents
Data Lakes

(Tabular Data, Documents)

Benchmarking Table-to-Text in LLM-based
QA (NAACL'24) ——— Knowledge Graphs (KGs)

CoTKR: Chain-of-thought and fine-turning
Multi-modal data ——— based method for triple rewriting (EMNLP’24)

—— Ontologies
Future directions

Attribution Benchmarking attribution evaluators by
constructing benchmarks from KGQA (2024)

Workshop on Large Language Models for Knowledge Engineering
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Summary (Ontology, LLM, RAG)

* How to support knowledge retrieval with ontology embedding?
e.g., HiTs (NeurlPS’24), OWL2Vec* (MLJ 2021), Box2EL (WWW’24)
Ontology Embedding Survey (2024, https://arxiv.org/abs/2406.10964)

* How to combine ontologies with data lakes and/or KGs?

e Can we use ontology to manage and integrate the data sources and
snippets for RAG?
How to design and construct such an ontology from data?

E.g., the DeepOnto library (https://github.com/KRR-Oxford/DeepOnto), Data Lake
Schema Inference (ongoing)

Workshop on Large Language Models for Knowledge Engineering
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https://arxiv.org/abs/2406.10964
https://github.com/KRR-Oxford/DeepOnto
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Thanks for your attention

Q&A

jiaoyan.chen@manchester.ac.uk
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